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Abstract 

Large Language Models have advanced machine intelligence, but the obfuscated text can 

still cause misinterpretation and reduce output accuracy. Detecting such encoded malicious text, 

especially in multilingual cases, remains a key challenge in online abuse prevention. In this 

experiment, a multilingual BERT model and a vision transformer were fine-tuned to detect 

multilingual obfuscated abusive text, and their effectiveness was compared across the same 

range of inputs. During preprocessing, the test data were obfuscated to simulate real-world noise, 

while the training data remained in their original form. Both models were evaluated using 

standard NLP metrics, including accuracy, validation loss, and training loss. The mBERT model 

achieved an accuracy of only 62% when tested on obfuscated data, whereas the ViT attained an 

accuracy of 99%. These results indicate that vision transformers are an efficient tool for 

encrypted hate speech detection compared to standard text-based models. There can be 

significant advancements to this research, including creating multi-modal augmentation and 
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experimenting with several types of obfuscation techniques. This research can significantly 

contribute to the refinement and development of advanced content moderation tools on social 

media and game platforms online. 

Keywords: Obfuscated Text, Vision Transformers, Multilingual BERT, Cross-Entropy Loss,                 

Multimodal Learning 

Introduction 

Cutting-edge research in natural language processing (NLP) has made substantial 

contributions to modern society. Many digital platforms and applications still depend on users to 

manually report inappropriate behavior, which can be inefficient and burdensome for both users 

and service providers. By leveraging Vision Transformers and other advanced machine learning 

models, it is possible to improve the automated detection of obfuscated malicious or abusive text, 

thereby enhancing safety and user experience across online environments. 

Hate speech and other forms of abusive text can easily be detected, but when it comes to 

obfuscated or encoded text, many applications or websites rely on manual reports or flags raised 

by their users (Schmidt and Wiegand, 2017). 

Current NLP tools and models are designed and trained to apply to scenarios that require 

textual extraction and token-based representations of the text, using attributes of selective 

attention. However, models have difficulty reading and interpreting the holistic meanings of the 

direct message when obfuscation techniques such as substitution, homoglyphs, and misspellings 

are incorporated into the input text (Macko et al., 2024). 
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Obfuscation is a technique that is used for a variety of different purposes. This includes 

evasion from automated detection systems on online platforms and applications, adversarial 

attacks, and encryption for privacy protection. Textual models like BERT are prone to token 

sensitivity. When faced with obfuscated input, their semantic integrity degrades, as well as their 

sub-word sensitivity. When models read through textual input, they create tokens for each word. 

Obfuscated words will most likely have different tokens, leading to a semantic shift or a lack of 

deep understanding. 

mBERT is a text-based machine learning model that specializes in conducting NLP tasks 

by learning to understand the context of words through a series of embedding and tokenizing 

them within a sentence and analyzing the words before and after it for a deeper understanding. 

This is referred to as altering the attention mechanism.  Vision Transformers (ViTs) are a type of 

neural network architecture that is used in computer vision tasks that involve analyzing images 

by dividing them into patches. They are a way to inherently optimize textual NLP transformer 

models so that computer vision can leverage the self-attention mechanism more efficiently. 

Obfuscation methods were applied to modify the dataset in order to enable effective fine-tuning 

of the mBERT and ViT models. The objective was to evaluate the performance of both models 

in identifying whether text in any of 13 languages was abusive or non-abusive when obfuscated. 

The central hypothesis proposed that the ViT model would demonstrate higher accuracy than the 

text-based mBERT transformer. This is due to the ability of ViTs to split images into patches to 

better capture spatial relationships than a textual model with an attention mechanism. ViTs excel 

at capturing complex and non-linear data from text, making it a competent model for detecting 

and analyzing obfuscated text. Ultimately, the empirical findings of the experiments showed that 
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ViTs reached a maximum accuracy of 99.92%, while mBERT achieved 62%. A standard English 

BERT model was also tested at the beginning of the experiment using a standard hate speech 

dataset, achieving an accuracy of 95%. 

Related Work 

Hate Speech Detection 

As society continues to delve deeper into using technology for everyday things, hate 

speech and its detection have become a big issue, showing the dark aspect of online 

communication. Many studies have detected hate speech using models and architectures like 

BERT. Recently, Gala et al. (2023) proposed an approach for hate speech detection that 

combines model predictions with transparency has been proposed. Their study focuses attention 

on unclear decision-making by models, resulting in misclassifications. They dive into 

researching how fairness in automated machines can be influenced by understanding which 

words contribute to a hate speech label. Furthermore, Gomez et al. (2020) conducted a study that 

delves into multimodal approaches to the problem of hate speech. They implement both visual 

and textual modes to classify hate speech from various sources of media. They argue that text 

alone is not sufficient input for a model to classify accurately, particularly in sarcastic hate 

speech. By incorporating vision extraction transformers with textual embeddings, multimodal 

models can be developed that outperform traditional text-only models. This approach extends the 

idea by leveraging the visual modality for complex obfuscated forms of multilingual hate speech, 

providing an efficient framework for protection against encoded malicious text. 
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Vision Transformers for Text-Based Tasks 

Using ViTs in language tasks for preprocessing text can help increase the semantic 

integrity of the model and is studied by multiple papers, including a paper by Zhong and Zhu. 

(2024) on the ability of ViTs to recognize handwritten Chinese text from examinations. They 

integrate an RMLP-ViT, an adaptation of a standard vision transformer. Their study shows that 

there are many problems that the transformer faces in recognizing characters in Sino-Tibetan 

languages such as Chinese. These challenges consisted of stroke complexity and contextual 

dependencies. The hybrid design of the architecture they use combines self-attention 

mechanisms with spatial processing to improve robustness in messy and unclear handwriting 

from students. Their model is trained on a dataset of Chinese handwriting derived from previous 

examinations. It includes real-world human writing errors, such as overlapping letters and 

smudges. However, despite its ability to integrate spatial processing, RMLP-ViT has its 

limitations. The model has high computational demands and is less adaptable to other languages 

with complex scripts. 

Furthermore, Atienza. (2021) explores ways of fast and efficient scene text recognition 

using ViTSTR (Vision Transformer Scene Text Recognition). This method introduces a 

lightweight ViT that is optimized for scene text recognition, or obtaining text information from 

natural text images, similar to this study’s methods. The lightweight architecture has efficient 

self-attention since it implements local window attention to reduce the quadratic complexity of 

global self-attention. But their model has high data dependency and struggles with blurry, small, 

or low-resolution text. 
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Obfuscated Text Processing 

The concept of obfuscating text is related to making the text more difficult to read or 

understand. Mahmood et al. (2019) explains automated authorship obfuscation in his paper using 

Mutant-X. Mutant-X is an automated system that is designed to obfuscate authorship in the 

forms of syntactic and lexical transformations. It makes it more difficult to match an author to 

their text, which has proven to be a beneficial factor in terms of privacy. 

Shokri et al. (2025) also explores obfuscation techniques, particularly on the topic of 

authorship obfuscation, once again. Their paper goes in depth on the transferability of authorship 

obfuscation strategies. They utilize an ensemble framework as well as distinguished obfuscation 

techniques to create a comprehensive strategy for obfuscating with the ability to bypass 

attribution models. Their paper once more emphasizes the importance of creating strong 

obfuscation strategies to improve resilience in obfuscated text against authorship-attribution 

models. In contrast, this study’s research focuses on overcoming these techniques by creating 

classification models with the ability to interpret and detect abusive language in obfuscated text. 

Methodology 

Hate Speech Dataset 

A multilingual Hate Speech Dataset curated by Wakid Hassan Moosa was utilized, which 

contained hate speech annotations across 13 different languages, considering 39,565 total 

samples, sourced from various online platforms, with labels of 0 and 1 denoting hate speech and 

neutral language, respectively (Narayan et al., 2023). The languages accommodated with their 
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respective indexes for the dataset are shown in Table 1. The dataset was sourced from Kaggle 

and was altered for implementation in training and testing the models. 

Table 1 

 Languages and Assigned Index Values 

 

 

 

Obfuscation Process 

An obfuscation key was created for 

all 13 languages and implemented the 

obfuscation into the initial hate speech dataset to 

create and save an obfuscated dataset. This 

process involves changing characters in a way 

that preserves the semantic meaning of the 

texts while making it more difficult for 

traditional text- based models to interpret. The 

key for English is shown in Figure 1. 

Figure 1 

Obfuscation Key for English 

ID Language 

1 Arabic 

2 English 

3 Chinese 

4 French 

5 German 

6 Russian 

7 Turkish 

8 Roman Hindi/Urdu 

9 Korean 

10 Italian 

11 Spanish 

12 Portuguese 

13 Indonesian 
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An obfuscation rate of 0.5 was used, to obfuscate only 50% of a text, while keeping the 

rest original. Obfuscation techniques involved character substitution using Unicode characters 

and diacritic insertions, which were visually similar representations. The obfuscation strategy 

was refined to be legible to human readers but cause a hindrance for conventional NLP models. 

Text data was obfuscated to train and test the multilingual BERT model. An example is shown in 

Figure 2. 

Figure 2 

Standard vs. Obfuscated Arabic Text 

 

 

Text-based Model 

For the first test, the mBERT pre-trained textual model from Hugging Face was fine-

tuned. (Devlin et al., 2019), (Wolf et al., 2020). Prior to the fine-tuning of the mBERT model 
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using the obfuscated data, a standard English BERT model was trained on a sample of the initial 

non-obfuscated data in only English. This model achieved a high accuracy of 95% and precision 

of 96% and 94% for non-abusive and abusive labels, respectively. Once the mBERT model was 

fine-tuned, a 66% validation loss was achieved on the obfuscated test set. 

Vision Transformer 

The second test involved fine-tuning a pre-trained vision model from Hugging Face once 

again (Dosovitskiy et al., 2021). Since a vision transformer is an encoder-only transformer, it 

processes images by dividing them into patches, embedding them into a sequence of tokens. This 

design complements NLP classification and extraction tasks, allowing the model to learn detailed 

representations of visual data without having to generate new data. In this study, the use of ViTs 

to detect obfuscated hate speech works effectively, as the encoder incorporates the ability to 

detect spatial and structural patterns in text pictures, allowing for convenient distinguishment of 

obfuscated narratives. 

An image creation process was used to effectively take the saved obfuscated dataset and 

render each narrative into a specific image saved to a specific Google Drive folder. Around 

200,000 images of the obfuscated narratives were rendered. Each image was saved in a folder 

with a unique name. During the rendering process, the PIL library (Pillow) was used. Each text 

was saved as a 225x225 pixel image with a blank background. DejaVu Sans font created proper 

Unicode rendering. After encountering extensive issues with improper text rendering, DejaVu 

was selected as the most appropriate font to ensure optimized interpretation and rendering of 

Unicode. The conversion allowed the ViT model to be trained on the standard dataset while 



 

 

The Princeton Journal of Interdisciplinary Research  

ISSN 3069-8200 

                                                                                                                                         

being tested on a sample of the obfuscated images that were generated. The experimental process 

can be clearly depicted through the model in Figure 3. 

Figure 3 

Model of Experimental Process 

 

Experiments and Results 

Experimental Setup and Hyperparameters 

In terms of the methods for setting up the experiment, a data set of multilingual hate 

speech was first obtained, and an altered data set was created by running a code to obfuscate the 

existing data. The dataset is obfuscated with a special obfuscation key for all 13 languages. The 

mBERT model was designed and fine-tuned on the curated dataset. After training it on the 

obfuscated data, the results were plotted, and the metrics were recorded in a table. Code was 

written to render images of all text that had been obfuscated. Around 200,000 images were 

generated and uploaded to a folder in Google Drive. Before fine-tuning the ViT, a smaller and 

easier-to-process sample of 1,500 images was taken and split into 80% for training and 20% for 
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validation to ensure that no overfitting occurs. The hyperparameters of each model (as shown in 

Table 2) were tailored to best suit the model's respective processing time and input efficiency.  

Table 2  

Model hyper-parameters 

Hyper-parameter mBERT ViT 

Epochs 7 20 

Optimizer AdamW AdamW 

Train Batch Size 8 16 

Eval Batch Size 16 16 

Learning Rate 5e-5 2e-5 

Weight Decay 0.01 0.01 

Loss Function  Log Log 

WarmUp Steps 500 500 

In machine learning, hyperparameters are variables that are assigned full control of the 

training and fine-tuning process. They are established before training and influence how models 

interpret data, avoid overfitting, and affect convergence during training. The focal 

hyperparameters in this study were learning rate, batch size, loss function, weight decay, and 

warm-up steps. 

The mBERT model required significant computer resources and an extended training 

time, therefore, training was limited to 7 epochs. In comparison, the ViT model was trained for 

20 epochs, which may introduce a disparity and provide an opportunity for further investigation 

in future work. However, an examination of the mBERT loss curve over the training epochs 
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revealed diminishing returns after the seventh epoch, implying that additional training would not 

have resulted in significant performance increases. However, this topic is worth exploring to 

validate the findings in various training situations. The Learning Rate was set to be the default 

linear rate of 5e-5 for mBERT and 2e-5 for the ViT. They were both trained using a linear 

learning rate with a warm-up. Warm-ups help refine the learning rate before training, stabilizing 

updates to the model weights. ViTs typically require slower learning rates due to their sensitivity 

when learning new tasks. This low learning rate helps the model remember the pre-trained 

representations. Both models had a weight decay of 0.01, which acted as a regularization, 

discouraging large weights in the models. This reduces the phenomenon of overfitting. Both 

models used the default Hugging Face optimizer, AdamW. The batch sizes for both training and 

evaluation were set to improve the stability and speed of training. Since processing large batch 

sizes requires more memory (Piao et al., 2023), it can lead to poor generalization. Finally, the 

warm-up steps play a crucial role in preventing unstable loss. It helps the optimization process, 

letting the model stabilize. 

Results 

The mBERT model ended its training with a training loss of 0.63 and a validation loss of 

0.66. It had a validation accuracy of only 79%, making it a less optimal model than ViT. In 

contrast, after fine-tuning the Vision Transformer, a 20% increase was recorded when comparing 

the two models, as the Vision Transformer achieved a validation accuracy of 99.92%. To avoid 

overfitting and other potential misleads, training loss, validation loss, and validation accuracy 

were calculated by splitting the obfuscated data sample into 80% training and 20% validation 

categories. The Validation Accuracy for both models is depicted in Figure 4. 



 

 

The Princeton Journal of Interdisciplinary Research  

ISSN 3069-8200 

                                                                                                                                         

Figure 4 

Validation Accuracy over Epochs 

 

Analysis 

The Vision Transformer (ViT) was anticipated to achieve an accuracy in the range of 

85% to 90%, based on the prior literature and its typical performance in similar multimodal or 

image classification tasks. This expectation was grounded in the model architecture, which, 

while powerful, is often limited by dataset size, domain specificity, and the absence of extensive 

pretraining tailored to niche tasks like hate speech detection in obfuscated text-image data. 

However, the observed results significantly exceeded these expectations. The ViT model not 

only achieved higher accuracy than predicted, but also demonstrated remarkable robustness in 

classifying obfuscated samples. This suggests that ViT’s attention-based mechanism may be 

particularly well suited for discerning subtle visual patterns introduced through obfuscation, 

which traditional CNNs or text-based models might overlook. These findings underscore ViT’s 

potential as a reliable alternative or complement to language models in visually rendered text 

classification tasks. 
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Both models made mistakes that cost them their respective amounts of accuracy. The ViT 

model most likely still misclassified a portion of the texts due to glyph-level ambiguity. This is 

the idea that some obfuscations produce characters that are visually close to benign ones; the 

patch-based ViT cannot leverage linguistic context to disambiguate this type of text. mBERT 

misclassified a larger portion of texts due to sub-token fragmentation and cross-lingual 

embedding collapse. Obfuscation techniques that replace Latin characters with fragments, but 

semantically distinct Unicode fragments of previously well-known words, into rare or unknown 

tokens. mBERT represents over 100 languages in a shared embedding space. But in obfuscated 

inputs, obfuscation destroys language-specific syntax and word formation. Obfuscation also 

often disrupts morphemes and eliminates the model's ability to infer meaning from structure. 

Even in simpler languages, key cues are lost or mutated beyond recognition in some cases. On 

the other hand, when the English BERT was trained before both the ViT and the mBERT on 

standard non-obfuscated data, it reached a high accuracy due to the training and test distributions 

matching BERT's pre-training corpus. Residual 5% errors arise from semantic subtleties such as 

sarcasm and reclaimed slurs rather than model inadequacy. 

For future work, ViTs and SigLip can be combined with text-based transformers for 

BERT to create a robust multimodal detection system leveraging both textual and visual features, 

essentially augmenting the visual feature to create one compatible transformer (Zhai et al., 2023). 

This would be a form of multimodal augmentation. Models can be further evaluated by using 

more detailed and advanced metrics including precision, recall, and f-1 scores. Additionally, 

different types of obfuscation techniques can be experimented with instead of altering a dataset 
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with a specific key for each language. This ensures that it remains effective against several 

different types of Unicode and future evasive tactics. 

Conclusions 

The ViT image modality was shown to be higher and much more efficient compared to 

the textual modality of the mBERT model. In this study, the effectiveness of ViTs and mBERT 

in detecting obfuscated multilingual hate speech was examined. Ultimately, the results 

demonstrated that Vision Transformers proved to be the most ideal method to help detect and 

mitigate adversarial perturbations. 

Challenges such as scalability remain open to investigation, but the implementation of 

this model can help social safety and online game platforms in ensuring the safe and well-being 

of their user communities. The revolutionary multilingual aspect of this experiment further 

enhances its compatibility and practicality with foreign services and services using multiple 

languages. 
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